
CHAPTER 4. Automatic Interpretation of Map Visualizations

4.1.2 Map Annotation

For map regions, we annotate three important pieces of information: (i) the map
projection type (i.e., Equirectangular, Miller or Robinson), (ii) the map location inside
the image as represented by a pixel-coordinate bounding box (the orange rectangle in
Figure 4.2), and (iii) the location, content, and role of textual elements. The text role
type is one of latitude, longitude or other. In Figure 4.2, we can see textual elements
indicated with red and blue boxes, representing latitude and longitude, respectively.

Figure 4.2: The internal elements of a map region include the map location (orange
rectangle) and the textual elements representing latitude (red boxes), longitude (blue
boxes), or other text.

4.1.3 Legend Annotation

As described previously, our approach supports two types of color legend. In both cases,
we annotate the color bar location (green rectangle in Figure 4.3a and Figure 4.3b) and
the textual elements including their image location, text and role (i.e., label, other).
For continuous color legends, we also annotate the minimum and maximum pixel co-
ordinates (yellow circles in Figure 4.3a). Note that we can recover the pixel colors
by sampling colors along the red line. For quantized color legends, we mark a rep-
resentative pixel inside each bin. Figure 4.3b shows these selected pixels as yellow
circles.

(a) Annotation in continuous color legend. (b) Annotation in quantized color legend.

Figure 4.3: For both legend types the color bar location (green rectangle) and the tex-
tual elements such as labels (red boxes) or other texts are annotated. (a) The minimum
and maximum pixel coordinates (yellow circles) are annotated in a continuous color le-
gend; the red line represents all the colors inside the color bar. (b) Representative
pixels for each bin (yellow circles) are annotated in a quantized color legend.

In the next sections, we explain how the annotated corpus is used to train our
techniques in order to recover the visual encoding for each map image.
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4.2 Method Overview

Our map image interpretation pipeline is comprised of four main steps. We first seg-
ment the input map image into two main regions (Section 4.3), the orange and green
rectangles in Figure 4.4b represent these regions. Second, we extract spatial informa-
tion for the map region, based on recovered latitude and longitude labels (map analysis,
Section 4.4). Third, given the legend region, we extract color encoding information (le-
gend analysis, Section 4.5). Finally, we perform encoding inference to generate a visual
encoding specification using the information extracted in the two previous steps (Sec-
tion 4.6). Figure 4.4 provides an overview of these steps. In the following four sections,
we explain and validate each step in detail.

(c) Map Analysis

(d) Legend Analysis

(e) Encoding Inference
{

"mark": "rect",

"projection": {...},

"encoding": {

"x": {...},

"y": {...},

"color": {...}

}

(b) Map and Legend Segmentation(a) Input Image

Figure 4.4: Our approach to analyzing an (a) input map visualization is comprised
of four main steps: (b) We segment the image into map and legend regions. (c)
The map region is analyzed to extract spatial encoding information. (d) The legend
region is processed to extract color encoding information. (e) Finally, we combine the
information extracted in the previous steps to infer a visual encoding specification.

4.3 Map and Legend Segmentation

Given a map visualization image as input, we seek to decompose it into two main
regions: map and legend, because each region requires a different approach to extract
information. Poco et al. (Poco et al., 2018) explain the difficulties of automatic legend
identification, the main reason being the variability of placement and arrangement (i.e.,
vertical, horizontal, grid). Unlike common charts, we are working with images from
scientific papers, and it is very common, in these documents, to have map visualizations
with the legend outside the plotting area. That is the reason why we proceed to detect
the legend and map regions using a simple, straightforward method.

The intuition is that the two largest components correspond to the map and the
color bar, respectively. For example, in Figure 4.4a we can clearly see these two regions.
In Figure 4.5 we show the steps of this segmentation process; we first convert the input
image to grayscale, apply simple binarization using a threshold value of 200, flood fill
the holes, erode the binary image with 5× 5 square structuring element, and then run
the connected components algorithm (Wu et al., 2005) (see Figures 4.5a-4.5d). Next,
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(a) Grayscale image of Figure 4.4a. (b) Binary image.

(c) Flood fill the holes. (d) Image eroded.

(e) The two largest connected components. (f) Components to determine the regions.

Figure 4.5: Steps to segment a map visualization into map and legend regions.

we sort the connected components by area and select the two largest components,
as we see in Figure 4.5e. Notice that, at this point, we have a map/legend region
without textual information. We now need to attach the textual information to the
corresponding regions. For instance, latitude and longitude labels should be part of
the map region, and legend labels should be included in the legend region.

To attach the textual information corresponding to the map and legend regions,
we first analyze the legend orientation, using the aspect ratio of the color bar to identify
if it is vertical or horizontal. We consider four cases: when the legend is horizontal, the
map may be on the bottom or top side of the legend; when the legend is vertical, the
map may be on the left or right side of the legend.

When the legend is horizontal and the map is on the top side of the legend, we
compute the center (cx, cy) of each component (i.e., possible text characters belonging
to text) and compare the distance from the cy to the bottom of the map region and
the top of the color bar. The lowest distance indicates if the component belongs to the
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map region or the legend region.

We use an analogous approach for the other three cases. In Figure 4.4a we see
that the legend is vertical and it is located on the right side of the map. In Figure 4.5f
we show the components that are analyzed (in this case the characters corresponding
to the latitude, longitude, and legend texts) to determine which region it belongs to.
Using our approach we can recover the map region (orange rectangle) and the legend
region (green rectangle) as we see in Figure 4.4b.

Validation. The matching score ma between two rectangles r1 and r2 is defined by
Lucas et al. (Lucas et al., 2005) as follows:

ma(r1, r2) =
2area(r1 ∩ r2)

area(r1) + area(r2)
(4.1)

Where ma has the value 1 for similar rectangles and 0 for rectangles that do not have
intersection.

For each image in our corpus (Section 4.1), we compute the matching score bet-
ween the ground truth and the estimated rectangles (map and legend regions); then,
the accuracy is defined as the average of the matching scores by region. Our region
segmentation technique achieves an accuracy of 97.96% for map regions and 92.35%
for legend regions. As expected, the strong prevalence of the legends placed outside
the plotting area contributes to this high performance.

4.4 Map Analysis

Given the map region as input, our pipeline automatically extracts the spatial informa-
tion, including textual elements and the projection type. To extract this information,
we follow these steps: (1) text bounding box identification, (2) text bounding box
classification, (3) text extraction, (4) value inference, and (5) projection inference.

Text Bounding Box 
(b) Identification and (c) Classification

(d) Text Extraction and (e) Value 
Inference

Miller
Eq
uir
ec
tan
gu
lar

Robinson

(f) Projection
Inference

(a) Map Region

Figure 4.6: Map analysis pipeline for extracting spatial information. (a) The map
region is given as input. (b) We identify the text bounding boxes and (c) they are
classified depending on their text role. Next, (d) we extract the text content and (e)
infer the label values. Finally, (f) we infer the map projection type.
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CHAPTER 4. Automatic Interpretation of Map Visualizations

In the following subsections, we explain in detail each step and present its corres-
ponding evaluation.

4.4.1 Text Bounding Box Identification

Our first goal is to identify the bounding boxes of text elements. First, we preprocess
the input image to improve text localization performance. In this preprocessing, we
use Otsu’s method (Otsu, 1979) to binarize the image, fill holes, run the connected
components algorithm (Wu et al., 2005), sort the components by their area, and remove

(a) Binary image after removing map. (b) Connected components.

(c) Bounding boxes of components. (d) MST from bounding box centers.

(e) Isolated words after discarding edges. (f) Merged words.

Figure 4.7: Steps to identify text bounding boxes from the map region shown in Fi-
gure 4.6a.
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the largest component corresponding to the map (e.g., orange region in Figure 4.6b)
obtaining as result the image in Figure 4.7a. Once the image is clean, we apply the
text localization method of Poco and Heer (Poco and Heer, 2017). This approach has
three main steps: (1) word detection, (2) optical character recognition (OCR), and (3)
word merging.

To detect words, we run the connected components algorithm (Wu et al., 2005) to
find all possible characters that belong to textual elements, as we can see in Figure 4.7b.
We remove components with an aspect ratio less than 0.1 because they likely represent
noise. Next, we generate a fully connected graph (the characters are the vertices,
and the Euclidean distances between bounding box centers are the edge weights) and
compute its Minimal Spanning Tree (MST) using Kruskal’s algorithm (Kruskal, 1956)
(see Figure 4.7d). Then, we discard edges with length > 2h (where h represents the
common height of the bounding boxes of the characters) to isolate words, as we see in
Figure 4.7e. Finally, we use the Tesseract OCR engine (Smith, 2007) to perform OCR
for each candidate word, obtaining its text, text rotation angle (i.e., 0◦, -90◦or 90◦),
and confidence score. We then merge words into phrases based on their orientation
(i.e., boxes have the same text rotation angle), and closeness to neighbor boxes (i.e.,
boxes are on the same line and the external separation between them is less than
max(w, 0.75h), where w represents the common width of the bounding boxes of the
characters). This last step is useful to generate only one bounding box for titles or
multi-word labels.

Validation. To validate our text bounding box identification technique, we use the
precision, recall and F1-score metrics as defined in (Lucas et al., 2005). For a box b we
find the best match b′ in a set of boxes B using:

b′ = m(b, B) = maxma(b, b
′) |b′ ∈ B| (4.2)

Where ma represents the matching score between two bounding boxes (rectangles)
bi and bj using Equation 4.1.

Then, we apply the best matching definition to our set T of ground-truth bounding
boxes from our corpus (Section 4.1) and set E of estimated boxes in a map image.
Precision, recall and F1-score are defined as follows:

p =

∑
be∈E m(be, T )

|E|
, r =

∑
bt∈T m(bt, E)

|T |
, F1 =

2 · p · r
p+ r

(4.3)

Poco and Heer (Poco and Heer, 2017) showed that even if all text boxes are
correctly identified, the F1-score can still vary from 80% - 100% by adjusting the box
size by 1–2 pixels. Here, we achieve an F1-score of 80.09%, which indicates that our
technique is acceptable to identify the text bounding boxes within the map region.
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4.4.2 Text Bounding Box Classification

Once the text bounding boxes are identified, we classify each one according to its
role. We considered three text roles, as illustrated in Figure 4.6b: latitude (red boxes),
longitude (blue boxes) and other (i.e., any other text inside the map region). Our
classifier is based on the text role classifier of (Poco and Heer, 2017), which uses
geometric properties of the bounding boxes to create feature vectors that are used as
input to a Support Vector Machine (SVM) (Cortes and Vapnik, 1995) classifier for
our three classes. Our SVM model uses a Radial Basis Function (RBF) as kernel,
γ = 0.1 (“spread” of the kernel that affects the decision region) and C = 100 (penalty
for misclassifying a data point). We tested multiple techniques for this classification
task, however, we found that the SVM performed accurately and reliably.

Validation. We evaluate our classifier using our ground-truth corpus (Section 4.1).
We use 5-fold cross validation with stratified sampling to ensure an equal proportion
of the classes in each fold. Table 4.2 shows the total number of boxes for each text role
within a map region and our corresponding F1-score, which ranges from 95% to 100%.

Text role # boxes F1-score
latitude 2168 99%
longitude 2309 100%
other 254 95%
Total / Avg 4731 99%

Table 4.2: Evaluation of our technique to classify text bounding boxes, F1-score was
computed using 5-fold cross validation.

4.4.3 Text Extraction

Once the text bounding boxes have been classified, we apply the Tesseract OCR engine
(Smith, 2007) to extract text from the bounding boxes. We tested Microsoft OCR1

and Tesseract OCR for this text extraction task, however, we found that Tesseract
OCR performed accurately. For the other class we apply the default Tesseract OCR
configuration; however, to improve the text extraction for latitude and longitude la-
bels, we created a new dictionary for Tesseract OCR, using English dictionary files to
reduce the number of characters; i.e., this dictionary only includes characters used by
geographical coordinates (e.g., numbers, N, E, W, S, +, -, and ◦).

For each bounding box, we convert the sub-image to grayscale, resize it using
Lanczos interpolation (3-lobed Lanczos window function) over an 8 × 8 pixel neigh-
borhood, because this interpolation generates good results in terms of reduction of
aliasing, sharpness, and minimal ringing (Turkowski, 1990); then we binarize the out-

1Computer Vision API of Microsoft: https://azure.microsoft.com/en-us/services/

cognitive-services/computer-vision/
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put using Otsu’s method (Otsu, 1979). Finally, the Tesseract OCR configuration is
applied depending on the text role.

We found some common errors after applying OCR that can be fixed by some
heuristics. For instance, when a latitude or longitude text ends with ‘0’ and it is outside
the range from -180 to 360, our heuristic consists on replacing that ‘0’ by the degree
sign (◦); e.g., if the extracted text by the OCR is 1200, we apply our heuristic and
the last ‘0’ is replaced by ◦, then the new text would be 120◦. In the same way, when
the extracted text ends with a letter of direction (i.e., N, E, W or S), we analyze the
numeric part of the text and apply the same heuristic (e.g., if the text is -400E, after
applying our heuristic, we would obtain -40◦E as output).

Validation. We use the similarity function simexact(si, sj) to evaluate OCR perfor-
mance, it seeks an exact matching between ground-truth and estimated text strings
and returns “1” if the strings are equal and “0” if they are not.

For each bounding box of our ground-truth corpus (Section 4.1), we extract the
text using our technique and compare it with the ground-truth text. Table 4.3 shows
the accuracy for each text role in the map region. While our approach performs well
for latitude and longitude values (minimum exact match score of 79.38%), we can see
that our approach has an overall average accuracy of 57.96%, due to the low accuracy
of the other class. The other class includes titles that have superindices, subindices
or Greek symbols to specify some information; these text formats are not supported
by the Tesseract OCR; as consequence, the extracted text is not always equal to the
ground-truth text. This step might be improved using another OCR engine which
supports these characters.

Text role # boxes Accuracy
latitude 2168 79.38%
longitude 2309 81.90%
other 254 12.60%
Total / Avg 4731 57.96%

Table 4.3: Evaluation of our text extraction technique in map region. The accuracy was
computed using the ground-truth bounding boxes and exact matching of text strings
for each text role.

4.4.4 Value Inference

In this step, we infer numeric values from the extracted texts; latitude values will
range from −90 to 90, and longitude values will range from −180 to 180 (Snyder and
Voxland, 1989). Latitude and longitude texts have different formats (e.g., 90◦, 30E,
60◦S or −90) and sometimes more than one format is used in the same image.

When the text ends with a letter (e.g., N, E, W or S), it is easy to define the sign
for the value because “S” and “W” represent negative values and “N” and “E” positive
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values (Snyder and Voxland, 1989). For other cases, we extract the numeric part of
the text and sort latitude bounding boxes by their center y-coordinates to determine
the sign: when the number decreases (as we can see in Figure 4.8) it means the values
are positive. However, if the number increases the value is negative. In a similar way,
when longitude numbers increase to 180 are positive but if they are greater than 180
or decrease are negative.

(+)

(-)

(+)(-)

Figure 4.8: Centers of text bounding boxes are sorted by y-coordinate if they are
latitude type and by x-coordinate if they are longitude type. When latitude numbers
decrease, they are positive, in other case are negative. In a similar way, when longitude
numbers increase to 180 are positive but if are greater than 180 or decrease are negative.

Figure 4.8 shows a map region with coordinates on the left and bottom sides;
however, there are other maps which have coordinates on their four sides (i.e., left,
top, right, and bottom). Usually, coordinates on the left and right side are the same,
and the same happens for coordinates on the top and the bottom sides. For that reason,
before applying this step, we select one set of latitudes (i.e., left or right) and one set
of longitudes (i.e., top or bottom).

At this point, we use the horizontal distance dh and the vertical distance dv.
Given two points u = (ux, uy) and v = (vx, vy), these distances are defined as:

dh(u, v) = |ux − vx| dv(u, v) = |uy − vy| (4.4)

To select one set of latitudes, we sort the Nlat latitude bounding boxes by their
center x-coordinates. For each pair of consecutive bounding boxes bi and bj in the sorted
list, we compute the horizontal distance dh between their centers using Equation 4.4;
the process ends when dh > 1.5d′h (where d′h is the horizontal distance from bi to the
center of the map region) or j > Nlat, and the selected set of latitudes are the first i
latitudes of the sorted list. We use a similar approach for the Nlon longitude bounding
boxes, the process ends when dv > 3hbi (where hbi represents the height of bi) or
j > Nlon.
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Validation. For each image of our corpus (Section 4.1), we select one set of latitudes
and longitudes from the ground-truth bounding boxes; then, we infer the values from
the ground-truth texts. Finally, we compare the ground-truth values with the inferred
values. Table 4.4 shows the accuracy of our method. Our result indicates that as long
as the text is correct, the value will be inferred correctly.

Text role # boxes Accuracy
latitude 1787 100%
longitude 1946 100%
Total / Avg 3733 100%

Table 4.4: Evaluation of value inference technique. The accuracy was computed using
exact matching of values for ground-truth texts of latitude and longitude values.

4.4.5 Projection Inference

Once we have inferred latitude and longitude values, we use these values and their
bounding box centers ci = (cix, ciy) to infer the projection type. As we show in Fi-
gure 4.6c, longitudes (blue boxes) are located on the x-axis and latitudes (red boxes)
along the y-axis. Moreover, they are mutually independent, and their positions depend
on the geo projection used by the map. As we mention in Section 3.2, the selected geo
projections have a constant distance between longitude texts, for that reason, we focus
here on analyzing latitude texts.

Relationship latitude value - position. We identify the first latitude (i.e., located
on the top-left or top-right side of the map region) with center c0, then we compute
the distribution of latitude labels along the y-axis by computing the distance in pixels
(dist = ciy − c0y) between latitude label i and c0.

The relationship between those distances and latitude values generates a distri-
bution of points that can be fitted to a curve. The second row in Figure 4.9 shows
examples of distributions and curve fitting of these points: the x-axis represents lati-
tude values, and the y-axis represents distances (normalized) to the first latitude. Red
points in these figures are points of the distribution for each map sample in the first
row of Figure 4.9. The blue curve is the best fitted curve that represents the latitude
distribution behavior over the map region.

Inference of map projection type. We define three map templates of the whole
world for each projection (see the first row of Figure 4.9). For each map template, we fit
a curve that will be used to infer the projection type. After testing different functions,
our final curves are: linear function for Equirectangular projection and cubic function
for Miller and Robinson projections; we can see that Mean Squared Errors (MSEs) are
very small which means a good fit.

After applying the prior steps to the input image, we first compute the distribution
of distances between latitudes. Let li and li+1 be the values of two consecutive latitude
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